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ABSTRACT
This paper outlines a theoretical framework for creative
technology based on two contrasting processes: divergent
exploration and convergent optimisation. We claim that
these two cases require different gesture-to-parameter map-
ping properties. We present results from a user experiment
that motivates this theory. The experiment was conducted
using a publicly available iPad app: “Sonic Zoom”. Par-
ticipants were encouraged to conduct an open ended ex-
ploration of synthesis timbre using a combination of two
different interfaces. The first was a standard interface with
ten sliders, hypothesised to be suited to the “convergent”
stage of creation. The second was a mapping of the entire
10-D combinatorial space to a 2-D surface using a space
filling curve. This novel interface was intended to support
the “divergent” aspect of creativity. The paths of around
250 users through both 2-D and 10-D space were logged
and analysed. Both the interaction data and questionnaire
results show that the different interfaces tended to be used
for different aspects of sound creation, and a combination
of these two navigation styles was deemed to be more use-
ful than either individually. The study indicates that the
predictable, separate parameters found in most music tech-
nology are more appropriate for convergent tasks.
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1. INTRODUCTION
Much research into gestural control of synthesiser parame-
ters has focussed on live expressive performance. A persua-
sive case has been made that one-to-one mappings found in
the standard synthesiser interface are not optimal for this
scenario [19, 13]. This research aims to apply a similar
investigation to a different aspect of electronic music cre-
ation: that of creative sound design in the studio. A typical
synthesiser or digital audio workstation (DAW) has tens,
hundreds or even thousands of parameters. The sheer size
of the combinatorial space of synthetic sound raises inter-
esting questions: how do people navigate this vast space?
What interface designs help or hinder “creative” cognition?
Could the paths that people take through the space (i.e.
the interaction data) provide a trace of the creative process
in action?
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Figure 1: Sonic Zoom screenshot. The red cross-
hairs show the point corresponding to the slider set-
tings, so scrolling the surface alters the synth tim-
bre. The users path can be seen as a white line, with
blue circles indicating points previously listened to.

In section 1.1 a model of creative processes is outlined.
Section 1.2 then applies this model to the case of a finite
continuous parameter space. Consideration is given to pa-
rameter mappings and dimension reduction techniques in
section 1.3. An experiment investigating these issues is de-
scribed in section 2.

1.1 Creative Cognition
J.P.Guilford [9] was one of the first prominent psychologists
to draw attention to creativity as something that could be
studied scientifically. He characterised the creative process
as a combination of “convergent” and “divergent” thinking.
Divergence is the generation of many provisional candidate
solutions to a problem, whereas convergence is the narrow-
ing of the options to find the most appropriate solution.
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Whilst this is a simple model of an immensely complex
phenomenon, most modern theories have similar processes
present in some form, sometimes referred to by different
names such as “Generative” and “Evaluative”. Campbell [3]
and Simonton [20] have considered creativity as a Darwinian
process, and similarly propose a process of idea mutation (or
recombination) and idea selection.

The Geneplore model [27] also features two complemen-
tary processes. The “Gene-” stage is the generation of “pre-
inventive structures”, fluid collections of provisional, exper-
imental concepts. The “-plore” stage is the exploration and
evaluation of those concepts in more detail. Flexible alter-
nation between these two processes is important.

Whilst creativity is still a controversial topic, the most
basic definition is relatively well agreed on: that creative
products are both novel and valuable. Divergence could be
seen as novelty generation, and convergence the identifica-
tion and/or optimisation of value. This value could be some
objectively measurable quantity (in science and engineering
applications) or a subjective aesthetic quality (artistic ap-
plications).

1.2 Conceptual/Parameter Space Search
Creativity is also being studied in the context of artificial
intelligence: a field known as Computational Creativity. By
attempting to build artificial systems that exhibit creative
behaviour, we may form models of how creativity might
function in our own minds. Wiggins’ Creative Systems
Framework (CSF) [28] is a more formal descendent of Bo-
den’s theories of artificial creativity [2]. In this framework
creativity is seen as a way of extending conceptual space:
using a traversal mechanism that produces a concept falling
outside of the existing space (an “aberration”), but is nev-
ertheless seen as valuable and appropriate according to the
evaluation function of the domain.

This research aims to find out what traversal mechanisms
are most effective for generating aberrations, and hence in-
novations in sound design and music. There are good rea-
sons why music technology should be a useful tool for study-
ing the creative process. “Liveness”, i.e. the ability to hear
results in near real-time is important for creative flow [17],
therefore many electronic musicians carry out their creative
work whilst actually manipulating some kind of interface.
In addition, most abstractions of musical data are handled
within the machine, having a large effect on the mental
representation of the material [4]. Therefore the parameter
space of the sequencers, synthesisers and effects is closely
linked to to the conceptual space of the electronic music,
hence could be considered as a microcosm of a conceptual
space in general.

Considering this framework, we can further pin down
what divergent and convergent strategies might mean. Con-
vergence, as the word’s use in optimisation literature would
suggest, is analogous to gradient descent. A solution is con-
tinuously improved until it appears to sit at the optimum
of some measure of fitness. Possible evidence for this kind
of behaviour in musical parameter space is presented later.
Divergence, however, is a more stochastic exploration of the
space (uninformed by the fitness measure) such that local
optima can be escaped, and new regions can be explored
and subsequently optimised.

An interesting critique of convergence-only algorithms is
found in neuroevolution literature [15]. This research demon-
strated that, for even well-defined problem spaces such as
maze navigation and simulated biped walking tasks, novelty
search can significantly outperform objective-based search.
In domains where originality is often seen as intrinsically
desirable, such as art and music, novelty driven exploration

Div. Conv. Perf.
Predictability & Control × X X
Separability × X ×
Distance Preservation X X X
Location Preservation X X X
Dimension Reduction X × X
Speed X × X
Space Reduction × × X

Table 1: Desirable properties of controller mappings
for different creative stages: divergent exploration
(Div.), convergent honing (Conv.) and expressive
performance (Perf.).

should be even more appropriate. Evaluating musical in-
terfaces by exclusively testing goal directed behaviour [26]
may therefore miss some of the picture.

A final consideration for navigating complex search spaces
is that of cognitive load. There is considerable evidence
that two decision-making systems exist within the brain.
One fast, parallel, inflexible and unconscious (implicit or
system 1), and the other slower, serial, flexible and delib-
erate (explicit or system 2) [5] [14] [21]. Given the rapid
nature of system 1, it clearly behoves the interface designer
to enable implicit processing wherever possible, in order to
free up explicit resources that may be required to engage in
higher-level artistic decisions.

1.3 Mapping, Dimensionality Reduction and
Divergent Strategies

Given an interface, and a variety of parameter to gesture
mappings, an interesting question to ask is how different
mapping geometries may enable a user to traverse and eval-
uate the parameter space, such that local minima can be
escaped and optimal locations found quickly.

A detailed analysis of mapping techniques is beyond the
scope of this paper; good treatments of the geometry of
performance mappings are given in [7] and [23]. Since it is
difficult to provide any mapping that satisfies all criteria for
all situations, it is useful to indicate how they become more
or less important for different stages of music creation. Ta-
ble 1 enumerates three creative stages, and which mapping
properties may suit them best. For example, predictabil-
ity of a mapping (a result of geometrical properties such as
linearity and smoothness) is clearly important for both con-
verging on solutions and live performance: when unpleas-
ant surprises are unwelcome. However the separability of
parameters can have a negative effect on performance [12],
but certainly becomes useful when fine tuning details.

Dimension reducing mappings are useful for both diver-
gence and performance. In particular, there are numer-
ous advantages to a 2-D representation of a sound space.
There is a compelling metaphor of exploration of physical
terrain. The gestural control can be made completely con-
sistent with maps applications, a widespread, familiar and
efficient interaction style. Activity within the space is able
to be visualised, such as the path that has been explored.
This builds a memorable “geography” of the sound-space,
and may take advantage of specialised areas of the brain
dedicated to visuospatial processing. Favourite presets can
appear as points in space, and can be recalled in a more
integrated way than using a drop down text list. Previous
efforts in this area take a timbre space approach, gener-
ated by multi-dimensional scaling (e.g. SoundExplorer [29]
and ISEE [25]). Alternatively a 2-D subspace can be gen-
erated by interpolating between existing preset points (e.g.
Bencina’s metasurface [1], the preset explorer in [24] and
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AD 1 I am familiar with music software and sound syn-
thesis.

AD 2 The ability to retrace my steps using the history
path was useful.

AD 3 The correspondence between the sliders and the
grid was understandable.

AD 4 Scrolling a greater distance on the grid seemed
to correspond to larger difference in the sound.

AD 5 The ability to see other presets laid on the grid
was useful.

AD 6 The range of sounds was too limited/poor qual-
ity to be able to judge the eventual usefulness of
the interface.

AD 7 The Zoomer was an improvement on just using
a randomiser.

AD 8 The combination of Zoomer and Sliders was bet-
ter than either individually.

AD 9 I enjoy “happy accidents” in the creative process

Table 2: Questions requiring a 5 point
agree/disagree answer.

the “nodes” object in Max/MSP). One criticism of many of
these techniques from a creative systems point of view is
that they build the low-dimensional space from pre-existing
favourites, and render the rest of the space inaccessible.
Therefore they may lower the probability of discovering
aberrant points that are essential for novelty generation.

Another possible advantage of dimensionality reduction
is that it can confound the separability of individual dimen-
sions, and encourage users to shift from an analytic to a
holistic processing mode [12]. This may take advantage of
the fast, intuitive parallel-processing brain system, and free
up working memory for other tasks, such as critical listen-
ing [16]. Given a simpler method of auditioning sounds,
producers may be more able to evaluate the overall timbre
and the way it fits into the music as a whole, rather than
concentrating on manipulating just one aspect of it.

So, let us define a “divergent interface”. It should en-
able speed, dimension reduction and repeatability, whilst
preserving access to all possibilities. It may intentionally
sacrifice predictability and separability. If the musician is
looking to the instrument for inspiration, it makes no sense
to enforce predictability. Put simply, if you do not know
where you want to go it scarcely matters if you don’t know
how to get there. Preserving locality may be useful, such
that users can explore the neighbourhood of a sound to cre-
ate elaborations. Another important consideration is that
once an interesting sound has been discovered, it should not
incur too much effort to swap to a convergent interaction
mode. The next section describes an attempt to create and
evaluate such an interface.

2. THE “SONIC ZOOM” EXPERIMENT
Sonic Zoom is an iPad app made publicly available on the
Apple App Store. In the application two interfaces are pro-
vided. The first is a reasonably standard set of ten sliders
(sending 7-bit MIDI continuous control (CC) values), used
to control the timbre of a subtractive synthesiser. The sec-
ond interface is a scrollable, zoomable surface: a map of
every possible slider combination (referred to from now on
as the “Zoomer”). The mapping from the high dimensional
parameter space to the two dimensional surface uses two
space-filling curves. Hilbert curves [10] constructed from
Gray codes [8] with long bit runs [6] can be used to preserve
locality as much as is possible, whilst still maintaining ac-
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Figure 2: Questionnaire responses to agree/disagree
Likert items. Neutral response is centred.

cess to the entire space. A more detailed description of this
Hilbert curve mapping can be found in [22].

Since the Hilbert curve maps the entire space, scrolling
in 2-D immediately corresponds to movements of the ten
sliders and vice-versa. Of course, the space is huge: in the
case of ten 7-bit midi parameters, each axis contains 25×7 '
1010 points. Zooming functionality is therefore essential: a
pinch-out gesture zooms into a smaller area. Due to the
Hilbert curve’s locality properties, this area will correspond
to a smaller 10-D hypercube which can then be explored
in further detail. This means convergent navigation is also
provided by the zoomer. The disadvantage of the Hilbert
curve is its lack of linearity: it is impossible to predict what
scrolling in a certain direction will do to the sound.

A user study was performed to compare the Zoomer with
the Sliders. The app was downloaded by over 1000 users.
Over 40 hours of interaction time was logged, and 238 com-
pleted questionnaires were obtained.

The users were simply instructed to search for sounds
they liked, or thought were useful or interesting. They were
told to make sure to save favourites as presets. A num-
ber of simple sequences could be skipped through so that
listeners would not get too tired of one repeating pattern,
but the sequences themselves were not editable, so as to
restrict interaction to timbre adjustments. The different
interfaces were presented individually and in combination
for 5 minutes each, in a random order. After the timed
session a questionnaire was presented, and on completion
further features were unlocked: such as the ability to show
and hide the two interfaces, and MIDI connectivity. Users
agreed to a consent statement before their interactions were
logged.

3. RESULTS
3.1 Questionnaire
Tables 2 and 3 show the questions asked at the end of the
timed sessions. Figures 2 and 3 show the results as diverg-
ing stacked bar charts [18]. Results where the user had
answered every question the same were discarded.

Most respondents were clearly very familiar with elec-
tronic music (AD 1). The participants self select, so some
bias in favour of novel interfaces can be expected.

Positive responses to this application include the ability
to see the presets as points in space, and to see your “undo”
path (AD 2 and 5). The question of whether the mapping
was understandable seemed inconclusive (AD 3), but most
users did get a sense of the locality property (AD 4) (further
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SZ 10 The best interface for discovering interesting
sounds quickly was...

SZ 11 The best interface for fine tuning a sound was...
SZ 12 Interface that I felt more in control using...
SZ 13 The interface that felt more creative was...
SZ 14 Interface better for generating new ideas...
SZ 15 Interface better for performing live would be...
SZ 16 Overall, the interface I preferred using was...

Table 3: Questions requiring a 5 point sliders vs.
Zoomer answer.

work could investigate this further by obtaining similarity
judgements). The Zoomer was deemed more useful than a
mere randomiser (AD 7). The strongest result of all (albeit
to a heavily loaded question!) was that people highly value
happy accidents in the creative process (AD 9).

Particularly of interest was the hypothesis that sliders
would be preferred for convergent tasks and the Zoomer pre-
ferred for divergent. Responses to SZ 10 and 14 (divergent
aspects) contrast sharply with SZ 11 and 12 (convergent
tasks). There was a large significant difference between the
means of these two properties (difference = −2.6 p < 0.01),
confirming this hypothesis. Most participants felt that the
Zoomer was the more creative (SZ 13) which may reflect
the popular identification of creativity with novelty and di-
vergent thinking, or simply the fact that new experiences
with novel technologies can be inspiring in themselves.

3.2 Interaction Logs
3.2.1 Sound Discovery Rates

Our hypothesis was that if more presets were saved in a
particular mode, it might indicate that this interface was
best for locating good sounds quickly. The total numbers
of presets saved in each different session are shown in Ta-
ble 4. The upper row of values show the totals when the
users spent 5 minutes on each interface, the lower shows
the number of saves during the subsequent free-use period.
For timed sessions, most presets were saved in the zoomer
only mode, indicating that this may have been the fastest
interface for sound discovery. However these results are not
statistically significant (p > 0.05), as the number of saves
per user is rather low and highly variable. Greater incen-
tive to find as many sounds as possible may have improved
the experiment in this regard. The large number of saves in
the combination interface after the experiment reveal that
people much preferred the combination, given the choice.

3.2.2 Interface Preference for Divergent and Con-
vergent Traversal

Was divergent or convergent behaviour detectable from the
interaction data? One indication of this was the average
zoom level at which people scrolled around compared to
the average zoom level at which they saved a preset. The
hypothesis would be that people zoomed in to hone the
sound before saving. The total amount of time users spent
scrolling at 7 different zoom scales is shown in figure 4. The
zoom levels are the logarithm of the scale factor rounded
to the nearest integer. Data from before the zoom func-
tionality was first used were omitted from the summation.
Users showed a clear preference for larger scales, despite
the unpredictable timbre changes: they spent 200 minutes
scrolling at the largest scale (where sliders change by 64
MIDI CC units per grid division), and only 50 minutes at
the lowest scale (1 MIDI CC unit per division).

With Zoomer and sliders present, the zoom functional-
ity was used less: this indicated that when the sliders were
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Figure 3: Interface preference responses. Darker
bars indicate preference for sliders, lighter for the
Zoomer. “No preference” is centred. 11 and 12
reveal slider preference for convergent properties,
10 and 14 show Zoomer preference for divergent.

Interface Sliders Combination Zoomer
No. saves (timed) 452 406 488
No. saves (free.) 9 366 51

Table 4: Total number of presets saved for the three
interface views, during timed stages and after the
completed experiment.

present the zoom functionality was eschewed in favour of
convergence using separate parameters. However, the dif-
ference between means was not significant (p = 0.1204).

A more significant trend is seen when both interfaces were
on screen, by investigating which interface was being used
immediately before and after saving a preset. The hypoth-
esis was that users would exhibit a repeating diverge - con-
verge - save approach, therefore the interface used immedi-
ately after saving would be the one preferred for diverging,
and the one immediately prior would be the one preferred
for converging. Table 5 shows the results, indicating that
people were about six times more likely to follow a Sliders -
Save - Zoomer pattern than the reverse, supporting the hy-
pothesis. It is hard to confirm this by analysing the timbral
paths, as they are hugely different for the different inter-
faces, the average distance-per-event was 60 for the Zoomer
and 10 for the sliders, so it could be said that the Zoomer
was intrinsically more rapid, random and divergent. Fur-
ther work will attempt to extract better path features for
this analysis. Path properties are easier to analyse for a
single interface: Figure 5 shows that, for the Zoomer only
sessions, the average speed of scrolling tends to reduce by
about a factor of two as the user converges.

Another thing to note is that presets were around five
times more likely to be saved during continuous Zoomer
use than during Slider use. It could be argued that this
merely shows an overall preference for using the Zoomer,
but the total interaction time was only 2:1 in favour of the
Zoomer, so overall it still seems more prolific.

Before Save Zoomer Sliders Zoomer Sliders
After save Zoomer Sliders Sliders Zoomer
Total 708 127 58 333

Table 5: Which interface was used immediately be-
fore and after saving favourites. This includes free
interaction after the timed sessions.
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3.2.3 Analysis of Slider Adjustments
Did slider use show any indication of optimisation-style be-
haviour? Figure 6 shows the absolute size of consecutive ad-
justments in the case where 3 direction changes were made
before the interaction with this slider was ended. The dif-
ferent distributions seem to indicate different interaction
stages. From the second movement onwards, the average
sizes of adjustments get progressively smaller. A tentative
model to explain this would consist of three basic stages:

1. Initial “effect query”: the humped distribution, and
fact that there are hardly any small adjustments indi-
cates that this might be just an exploratory enquiry:
“what happens when I move this?”.

2. “Slow scan”: the second movement possesses a fairly
uniform distribution, indicating that the desired sound
could be anywhere along the length of the slider. This
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Figure 6: Histogram of the size of consecutive slider
adjustments, in the case of 3 changes of direction
(first top, last bottom). Thin vertical line shows
the mean.

might indicate a more careful search. This stage usu-
ally takes more time.

3. “Honing”: there can be several of these stages becom-
ing smaller and more focussed on the eventual prefer-
ence. The last movement is usually very small (M <
30) indicating that the desired setting has just been
found, but has been overshot somewhat.

Progression from stage 2 to stage 3 can be seen for all in-
teractions, up to around 7 direction changes. So, we specu-
late that slider interaction may reveal a smaller, one dimen-
sional microcosm of divergent and convergent behaviour.
Most of the time however, little exploration is necessary
with a slider: the most common number of direction changes
is one or none.

4. CONCLUSION: NO NEED TO LEAVE
SERENDIPITY TO CHANCE

The strongest result of this experiment was that, when both
a predictable one-to-one mapping interface is combined with
an unpredictable, exploratory interface, clear asymmetry in
interface preference is seen before and after the locating
of favourites. This asymmetry seems well explained with
reference to divergent and convergent search strategies.

Combining this finding with the questionnaire feedback
we can claim that:

• Divergent exploration and convergent honing behaviour
can be detected in interaction logs.

• Different parameter navigation strategies are suited to
different stages of the creative process.

• Users will naturally use the most suitable interface for
these strategies, given the choice, therefore the ability
to switch between navigation styles is important.

So, even in an uncontrolled experiment such as this, some
clues as to musicians’ creative processes can be obtained.
This raises the intriguing question of whether comparing
brain imaging and interaction logs could reveal correlations,
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or if artificial creative systems could learn something from
the statistical properties of human search strategies.

What is missing from this experiment is some attempt to
evaluate the value of the discovered sounds, and if adding a
divergent component had a positive effect on the quality, as
well as the quantity of the discoveries. A social media as-
pect could be introduced to enable users to rate each others
presets (in the manner of Amabile’s consensual assessment
technique [11]).

Musicians often admit to a role for unpredictability and
serendipity in their work. Due to music technology’s roots in
the recording studio, and the engineer’s tendency to think
in terms of goal oriented tasks, there has perhaps been a
lack of acknowledgement of the more serendipitous aspects
of creation when designing interfaces and controller map-
pings. The happy accidents that do emerge are often seen
as uncontrollable by-products, and not something possible
to design for. The results of this experiment indicate that,
whilst completely removing convergent control of individ-
ual parameters would certainly be a bad idea, deliberate
design according to the considerations in section 1.3 may
unlock divergent traversal strategies and potentially more
innovation.

4.1 Links
A video demonstration of Sonic Zoom is provided at
http://y2u.be/485FnfJOuhI

The app can be obtained free of charge from
http://appstore.com/soniczoom
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